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Abstract

Mobile devices require the parallel execution of several processing
tasks at the edge to reduce their computing load. However, existing
communication systems only support parallel transmissions at the
bit level. In this paper, we introduce the new concept of Semantic
Multiplexing, which shifts stream multiplexing from bits to tasks. By
merging multiple task inputs into a single semantic representation,
Semantic Multiplexing can multiplex more tasks than the number
of physical streams by adding a (semantic) degree of freedom to
the communication system. Semantic Multiplexing has been pro-
totyped in an experimental testbed with a Jetson Orin Nano and
millimeter-wave software-defined radios. Both image classification
(vision) and sentiment analysis tasks (language) have been con-
sidered to evaluate Semantic Multiplexing against state-of-the-art
baselines. Our experiments indicate that Semantic Multiplexing
reduces latency, energy consumption, and communication load by
up to 8%, 25X, and 54X, respectively, compared to existing baselines
while maintaining comparable performance. For example, image
classification accuracy drops only by less than 4% when increasing
from 2 to 8 the number of tasks multiplexed over a 4x4 channel. The
complete software codebase and the collected datasets are publicly
shared for reproducibility!. A video demonstration of Semantic
Multiplexing is also available?.
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1 Introduction

Modern mobile devices increasingly offload compute-intensive
tasks (e.g., object detection and semantic segmentation) to edge
servers to process high-rate multimedia inputs without rapidly
draining their batteries. These tasks also require ultra-low latency to
avoid user discomfort [7]. Although multiple-input multiple-output
(MIMO) communication enables the simultaneous transmission of
multiple bit streams over the same time/frequency resources, it
remains insufficient for emerging applications such as virtual and
augmented reality. For example, Apple’s virtual reality headsets
include 12 cameras, two of which capture 8K video at 120 Hz. As a
result, two frames must be compressed, transmitted and processed
within about 8 ms without sacrificing task accuracy [3]. Even with
H.265/HEVC compression and 8-bit color depth, each frame is about
4 MB, corresponding to about 4 Gbps. Since state-of-the-art Wi-Fi 7
(802.11be) supports up to 2.875 Gbps per MIMO stream, at least two
streams would be required per device, decreasing scalability [9].
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Figure 1: Semantic multiplexing of four tasks into a single
semantic representation spanning two physical streams. At
the receiver, all the tasks are executed at once.

To address this challenge, we introduce Semantic Multiplexing,
which shifts stream multiplexing from the bit to the task level.
By superposing multiple task inputs into a single semantic repre-
sentation, Semantic Multiplexing extends the degrees of freedom
at the semantic layer without additional antennas or bandwidth.
Figure 1 shows four digit-recognition tasks multiplexed over two
communication channels and recovered at the receiver.

The key advance of Semantic Multiplexing is a semantic orthogonal-
ization layer that augments conventional space-, time-, frequency-
and code-division multiplexing. By creating protected channels for
individual tasks, Semantic Multiplexing enables computation and
communication in superposition, allowing multiple tasks to be pro-
cessed simultaneously with comparable task performance.

Technical Challenges

The first challenge is to map multiple latent representations into
physical-layer waveforms in a task-agnostic manner. We address
this through an information-theoretic framework that incorpo-
rates the wireless channel as a non-learnable function (Section 3.1)
and jointly learns semantic coding and task execution end-to-end.
Conversely from prior work that separates communication and
computation [5, 6], Semantic Multiplexing directly compensates
for channel distortions while contributing to task processing.
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The second challenge is to preserve semantic orthogonality under
dynamic channels. We introduce semantic pilots, which are pre-
defined inputs with known task outputs that enable adaptation
by back-propagating task loss through the computation channel
(Section 3.3). Unlike traditional pilots [1, 5, 6], semantic pilots adapt
the full end-to-end pipeline to changing channel conditions.

Summary of Novel Contributions

@ We propose the first work that multiplexes several tasks on a
single physical representation. Semantic Multiplexing orthogonal-
izes the task representations at the semantic level, thus enabling
their joint processing and transmission to the receiver which de-
multiplexes the tasks and completes the processing;

@ We present a novel semantic channel sounding strategy for
dynamically adapting the Semantic Multiplexing transmitter and
receiver in the inference phase to preserve semantic orthogonality
among computation and communication channels, accounting for
the varying wireless environment;

® We prototype Semantic Multiplexing using MIMO software-
defined radios (SDRs) as the transmitter and receiver radio fron-
tends and a Jetson Orin Nano board as the mobile device. We exten-
sively evaluate Semantic Multiplexing experimentally and compare
it with state-of-the-art approaches in semantic communication
(SemCom) on two tasks (image classification and sentiment anal-
ysis) to evaluate its efficacy on different input types (images vs
text) and using different processing functions (Residual networks
vs Transformers).

@ Results show that Semantic Multiplexing allows multiplexing
8 tasks on 4 communication channels with a drop in accuracy
of less than 2.5% with respect to multiplexing 4 tasks. Semantic
Multiplexing decreases the end-to-end latency (communication plus
computation) with respect to state-of-the-art semantic strategies
by more than 7X on average and reduces energy consumption and
communication load by more than 25X and 54X respectively.

Summary of Impact

For the first time, this paper introduces and validates a
new concept: the number of tasks that can be semantically
multiplexed in a communication system is greater than the
number of available physical streams. As such, we believe
this paper opens new and exciting research avenues at the
intersection of machine learning and wireless networking.

2 Semantic Multiplexing

As depicted in Figure 1, Semantic Multiplexing semantically mul-
tiplexes multiple inputs for efficient transmission over wireless
channels. Since the semantic transmission and reception pipelines
are jointly optimized, Semantic Multiplexing is independent from
the specific number of antennas at the transmitter and receiver.
Specifically, the Semantic Multiplexing transmitter maps the task
inputs into latent representations to be directly transmitted through
the available antennas, while the Semantic Multiplexing receiver
processes the received signals to obtain the task outcomes. As
MIMO and orthogonal frequency division multiplexing (OFDM) are

Abdi et al.

the most established multiplexing techniques in modern communi-
cation systems such as Wi-Fi 7/8 and 5G/6G, Semantic Multiplexing
is integrated in this work with such methods to realize an ultra-
low-latency edge computing system.

The Semantic Multiplexing transmitter is summarized on the
left side of Figure 2. The first operation consists of binding the task
inputs using specific protected keys (see Section 2.1). This ensures
that each input is processed in a separate protected subspace thus
enabling semantic multiplexing [19-21]. Next, the bound key-value
pairs are summed up element-wise to form a single compositional
data structure that undergoes joint semantic processing (see Section
2.2). The output is then fed to learnable task-oriented precoding
module, which allows Semantic Multiplexing to react quickly to
sudden changes in the wireless channel. Based on channel state
information (CSI), this module precodes the latent symbols by learn-
ing to optimize the end task performance (see Section 2.3). Finally,
a non-trainable modulator generates the output waveform (see
Section 2.4). At the Semantic Multiplexing receiver (see the right
side of Figure 2), a non-trainable demodulator is combined with a
data-driven task-oriented postcoding module and a joint semantic
processing block to directly process the incoming waveforms to
execute the task. The superposed task outputs are demultiplexed
performing the unbinding operations using the corresponding keys.

Semantic Multiplexing
Transmitter

Semantic Multiplexing
Receiver

7] Semantic |¥
0 " E %0 E Sig/nal g- :Pg _"0
‘@] |+ i e
3 0 é SN E -3
& |18 2R3
L} —-> o ':Lj g_ o ——» 4
Task E Unbind | Task
Inputs @ Binding Keys Results

Figure 2: Semantic Multiplexing transmitter and receiver.
‘Mod. and ‘Demod. stand for modulator and demodulator.

As detailed in Section 3, the Semantic Multiplexing transmitter
and receiver are jointly trained by adding a non-trainable stochastic
communication channel model to link the transmitted and received
latent representations. The rest of this section details the Semantic
Multiplexing transmitter and receiver modules.

2.1 Binding/Unbinding

The binding mechanism used by Semantic Multiplexing is based
on holographic reduced representations (HRR), which are imple-
mented using circular convolutions [22]. More precisely, circular
convolution is repeatedly applied between a binding key and each
input volume spanning across the feature maps. As a result, binding
is translation-equivariant and maintains locality. The unbinding
mechanism, on the other hand, is based on matrix binding of ad-
ditive terms (MBAT) and is implemented through matrix multi-
plication [8]. The protection keys for binding and unbinding are
initialized randomly and leaned during training to mitigate the
interference between communication channels. For this, we lever-
age the fact that random tensors become quasi-orthogonal as their
dimension increases. Therefore, we use unique high-dimensional
keys to form quasi-orthogonal key-value pairs that can coexist and
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be processed concurrently. The binding keys are data-independent.
We refer interested readers to [16] for alternative binding methods.

2.2 Joint Processing

After the binding operation, the task inputs undergo joint semantic
processing. We model this operation as a differentiable function
fi(w;) that processes the bound tasks toward task execution. At the
receiver, the joint processing, defined as a differentiable function
fr(wr), completes task execution before unbinding. Both learnable
and heuristic functions can be used within Semantic Multiplexing
depending on the task to be executed. If learnable, these modules
help the precoding and postcoding in generating latent representa-
tions that are robust to channel modifications, and compensating for
additional channel impairments at the receiver, as discussed in Sec-
tion 2.3. Note that if the functions are not differentiable, they should
be re-parametrized as differentiable functions, e.g., using [11, 13],
to be included in the joint transmitter and receiver optimization
through loss backpropagation as detailed in Section 3.

To help task execution, two additional disjoint processing steps
can be integrated into the system. At the transmitter, before binding,
the task inputs may be pre-processed to obtain higher-dimensional
representations which further help isolate their processing once
bound together. At the receiver, the unbound outputs may undergo
another disjoint processing step to refine the task results. Whether
to include these additional steps or not is a design choice and
depends on the specific task to be executed and the computational
power of the transmitter and receiver. As shown in Section 5.2,
there is a tradeoff between the performance gain and the overall
complexity of the system to account for in the system design.

2.3 Precoding/Postcoding

We design a learnable stochastic precoder since deterministic strate-
gies result in a latent space where closer points do not necessarily
associate with closer points in the task output space. Indeed, deter-
ministic models memorize an exact mapping between the latent and
the output; therefore, a small perturbation of the latent — whether
intentional (adversarial) or unintentional (channel distortions) —
can change the task result drastically. Conversely, using a stochastic
precoder with a customized loss function (see Section 3.2) allows
imposing a prior distribution on the latent symbols, thus increasing
the generalization ability. A deterministic module is used for the
learnable postcoder to simplify the formulation.
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Figure 3: Semantic precoding/postcoding.
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The precoder structure is depicted in the top side of Figure 3.
As further detailed in Section 3, we assume that the conditional
probability of latent symbols given the input has a complex Gauss-
ian distribution, and the transmitter processing at the transmitter
fi(w;) combined with the precoder extract the mean and covari-
ance of this distribution. Let ¢ be the bound and processed inputs
obtained as output from f; (w;). Since the Semantic Multiplexing
precoder processes complex in-phase/quadrature (I/Q) symbols,
tensor ¢ is first converted to a complex tensor using the first part
as the real and the second as the imaginary parts. The resulting
tensor is split into multiple packets. The CSI, denoted by s, is fed to
a linear layer with non-linear activation to compute the semantic
precoding tensor for each packet. After applying the precoding
(matrix multiplication) the packets are fed to other two linear heads
with non-linear activations to extract the mean (u) and the covari-
ance (X). The latent symbols are generated by sampling a Gaussian
distribution with these parameters and passed to the modulator
described in Section 2.4 to obtain the waveforms to transmit.

The postcoder (Figure 3, bottom) calculates the semantic post-
coding tensor for each antenna similarly to the precoder obtaining
the semantic postcoder tensor by processing the CSI s through a
learnable linear transformation with a non-linear activation func-
tion. The corrupted latent symbols are postcoded using this tensor,
processed through another linear layer with a non-linear activa-
tion, converted to real-valued feature maps and fed to the receiver
processing block consisting of joint processing f; (w,), unbinding
and optional disjoint processing to obtain the tasks outcomes.

2.4 Modulation/Demodulation

At the transmitter, a modulator takes the latent symbols (from
the precoder) in the frequency domain and transforms them to
time-domain baseband symbols, which can be up-converted to the
carrier frequency and transmitted via a radio frontend. Then, the
received waveforms are down-converted to I/Q samples and further
transformed to frequency-domain symbols by a demodulator.

3 Mathematical Optimization

The Semantic Multiplexing system described in Section 2 is jointly
trained to enable task-oriented precoding and postcoding that
jointly optimize the communication and computation objectives.
This is one of the key challenges in SemCom [5]. For this reason, pre-
vious work separately optimizes communication and computation
thus obtaining a sub-optimal system without semantic multiplexing
capabilities (e.g., see the MCR2/sm baseline [5, 6] in Section 5). In
this section, we detail the new information-theoretical framework
we developed to enable the combined training of all the learnable
blocks in Semantic Multiplexing. One of the key innovation we in-
troduce is the integration into the system of a channel model which
describes how the signals are modified during wireless propagation
(see Section 3.1). Once derived the complete probabilistic model,
we use the loss function formulated in Section 3.2 to jointly train
the Semantic Multiplexing modules. In Section 3.3 we detail the
strategies we devise to dynamically adapt Semantic Multiplexing
to compensate for the changing wireless channel.

Notation. Random variables and their realizations are indicated
by upper-case and lower-case letters, respectively. E{X} and H(X)
denote the statistical expectation and entropy of variable X. The
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Figure 4: Semantic Multiplexing probabilistic system model.

mutual information between X and Z is indicated by I(X; Z), while
H(Z|X) is the conditional entropy of Z given X. We indicate with
D1 (p(x)||lq(x)) the Kullback-Leibler (KL) divergence between
p(x) and q(x) probability distributions. Finally, CN(u, X) refers to
the circularly-symmetric complex Gaussian distribution with mean
p and covariance matrix X.

Model Walkthrough. The probabilistic model for Semantic Mul-
tiplexing is illustrated in Figure 4. We assume that the task input
data x and their corresponding desired outputs y are generated by
an information source having an underlying joint probability distri-
bution p(x,y). Let z be the latent symbols which are the frequency-
domain input to the modulator. In the information-theoretic sense,
we want these symbols to contain only the information needed to
complete the task and obtain y at the receiver. The extraction of
such symbols z from the inputs x and conditioned on the CSI (s) for
each packet p and subcarrier k, is modeled as sampling from the con-
ditional probability p(z,« |x, s). This probability is assumed to have
a Gaussian distribution, which parameters are found combining
the transmitter processing together with the stochastic precoder
described in Section 2.3. To reduce the computational load, we
adopt the mean-field assumption that the conditional probabilities
for different packets and subcarriers in z are independent [4], i.e.,
p(zlx,s) = ]_[f::l ]_[Iki1 p(zpklx,s). This is a common assumption
in multi-carrier MIMO systems, where each packet and subcar-
rier is processed independently. Let f:k (x,s;¢) and ];Zk (x,s;¢) be
the functions implemented by the combination of the transmitter
processing (f; (w;)) and the precoder for obtaining p and X, respec-
tively, for packet p and subcarrier k, with ¢ denoting the learnable
parameters, p(z|x, s) writes as
P K
ples) =[[[ [N (s fr@sd). @)

p:l k=1

The conditional probability p(z,« |x, s) is approximated follow-
ing two phases. At first, the transmitter precoding obtains p(t|x)
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conditioned on the inputs, where ¢ is the processing output repre-
sentation. Second, the stochastic precoder implements p(z, [, s)
conditioned on ¢ and the CSI: p(z;, k|x,s) = fP(Zp,kV, s)p(t|x)dt.
After deployment, the transmitter modulates the symbols sampled
from p(z|x, s) and transmits the waveforms over the channel.

The receiver collects the distorted signals and demodulates them
into corrupted latent symbols Z which are then fed to the postcoder
plus the receiver processing block (f; (w,)) to finalize task inference
and compute the results ¢, using the function g(Z, s; 6), where 0
denotes the learnable parameters. The prediction of task outputs
y from the corrupted latent symbols Z and conditioned on CSI s is
modeled as sampling from a conditional probability p(y|Z,s).

3.1 Modeling the Wireless Channel

During training, Semantic Multiplexing uses a stochastic model
for signal propagation, representing the wireless channel between
the transmitter and receiver in the frequency domain. The model
accounts for the different number of antennas (one/multiple) at the
transmitter and the receiver. We consider frequency-selective multi-
path fading effects plus an additive complex white Gaussian noise.
Both Rayleigh and Rician distributions are investigated for the
fading. The CSI s modeling the channel includes both the channel
frequency response (CFR) matrix H and the noise variance vector
in the frequency domain denoted by o?. As shown in Figure 2, the
latent symbols obtained at the transmitter are multiplied by the CFR
H.Noise n/ ~CN (0, 62) is then added to obtain the corrupted latent
symbols. Considering the constraints on the transmitter power, we
normalize the peak power of the modulated signal to 1, resulting
in an signal-to-noise ratio (SNR) of 10log;, ﬁ, The modulator,
demodulator, and channel model are non-trainable yet differentiable
layers during the end-to-end training of Semantic Multiplexing, and
are modeled by the equivalent conditional distribution p(2|z, s).
Accounting for the wireless transmission in Semantic Multiplex-
ing is needed because the latent representations are transmitted
as physical layer (PHY) waveforms. Hence, each latent collected
at the receiver is a channel-distorted version of the transmitted
representation. During the end-to-end training described in Sec-
tion 3.2, Semantic Multiplexing identifies the distortion patterns
caused by the channel and learns a custom channel coding strategy
that robustifies the latent features against them. As such, Semantic
Multiplexing performs channel coding on top of its processing task.

3.2 Formulation of Loss Function

As introduced before, from an information-theoretic viewpoint,
our goal is to learn a latent Z that captures only the task-relevant
information in X to predict Y at the receiver. Hence, we formulate
the loss function used to train Semantic Multiplexing following the
information bottleneck (IB) principle [25] as

Lig=-1(Z;Y]s) + - I(X; Z[s)
:Ep(x,y) {Ep(s) {Ep(i\x,s) [_logp(y|2’ S)] (2)

B D p(2l 9p(a) | | - D),

where 0 < <1 is the weight controlling the efficiency-performance
trade-off. By minimizing this loss function, we force Z to forget the
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unnecessary information in X by minimizing the mutual informa-
tion I(X; Z|s), and retain only the minimal sufficient statistics of X
for expressing Y by maximizing the mutual information I (Z;Y]s).
As a result, we can find the optimal Z which is maximally compres-
sive about X while being maximally predictive about Y.

The conditional distribution p(Z|x, s) in Equation (2) is obtained
as p(Z|x,s) = fp(z|x, s)p(Z|z, s)dz, where p(z|x,s) is derived in
Equation (1). However, computing the remaining distributions p(z)
and p(y|z, s) for high-dimensional data with arbitrary distributions
is computationally prohibitive [1]. To overcome this issue, we lever-
age the variational information bottleneck (VIB) theory [2] to obtain
a variational upper bound of the loss and the Monte Carlo sam-
pling to derive an unbiased estimation of the expected values in the
expression. We take the postcoder together with the receiver pro-
cessing block to be the variational approximation of p(y|z, s). The
type of this conditional probability p(y|z,s) depends on the task.
For example, for classification tasks, it has a categorical distribution,
and its parameters are found using the postcoder together with
the receiver processing. Using this approximation, the variational
upper bound of the loss function in Equation (2) writes as

Lvig =Ep(x,y) {Ep(s) {Ep(:z|x,s) [-logq(ylz.s)]
®3)
«p D p(ain NICN @ D)

where a standard complex normal prior distribution, i.e., CN(0,1),
is used to regularize (sparsify) the latent space during training and
prevent Semantic Multiplexing from memorizing an exact map-
ping. As p(z|x, s) is assumed to be Gaussian and the KL divergence
between two complex Gaussian distributions has a closed-form
expression, the second term in Equation (3) can be computed an-
alytically. Note that the precoder output is a distribution, and it
should be sampled to obtain a realization. However, such sam-
pling is not differentiable. Therefore, we use the reparameterization
trick [15] to make Semantic Multiplexing trainable through loss
backpropagation using a gradient descent algorithm.

3.3 Dynamic Adaptation

After deployment and during testing, Semantic Multiplexing alter-
nates between two operation modes to sound the wireless channel
and adapt to changing conditions as summarized in Figure 5 and
described next. While the first sounding is inherited from stan-
dard communication procedures, the second adaptation strategy
is specifically designed for Semantic Multiplexing framework and
has never been proposed before.
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Figure 5: Standard and semantic channel sounding,.
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Communication Pilots Transmission. Each time before exe-
cuting the inference, Semantic Multiplexing triggers the standard
channel sounding procedure adopted for precoding in MIMO net-
works [10]. As such, the mobile device transmits a packet containing
pilot symbols only. Using them, the edge server estimates the CSI s
and feeds it back to the mobile device. The estimated CSI is used
by the precoding and postcoding to make Semantic Multiplexing
adapt to the varying wireless channel.

Task-Oriented Pilots Processing. During normal operation mode,
Semantic Multiplexing randomly selects a computation channel
to process task-oriented pilots. As the transmitter and receiver
have to stay synchronized in selecting the index of such a com-
putation channel, Semantic Multiplexing uses a hash function to
obtain the index depending on the global time and a shared seed
(established beforehand) without the need for explicit communica-
tion. The transmitter uses the selected channel to process an input
with a known task output. For this, the transmitter device has to
store a tiny subset of the training inputs as task-oriented pilots.
Since the task result of the selected computation channel is known
by the edge server, the corresponding loss can be calculated and
backpropagated through that channel. Therefore, the Semantic Mul-
tiplexing transmitter and receiver deep neural networks (DNNs) are
adapted in an end-to-end manner taking into account the updated
MIMO channel model using the CSI estimated through communica-
tion pilots. This test-time adaptation procedure maintains isolation
between different computation and communication channels.
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Figure 6: Experimental setup for real-world evaluation of Se-
mantic Multiplexing in a conference room in NLoS (Rayleigh
fading, with the absorbers) and LoS (Rician fading).

We developed an end-to-end prototype illustrated in the upper
part of Figure 6, where we use a Jetson Orin Nano board powered by
a 32-tensor-core NVIDIA Ampere GPU and a 6-core ARM Cortex-
AT78AE CPU as the (energy-constrained) transmitter. A worksta-
tion equipped with a 432-tensor-core NVIDIA A100 GPU and a
12-core Intel Xeon Silver 4410Y CPU is considered as the receiver.
Millimeter-wave (mmWave) SDRs are used as the transmitter and
receiver. The SDRs operate at 60 GHz with a bandwidth of 1 GHz
and are equipped with 8 digitally-controlled RF chains each, thus
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supporting fully digital 8 X 8 mmWave communications. The Jetson
Orin Nano board is connected to the transmitter radio while the
other SDR is connected to the receiver. The prototype has been
deployed in a conference room, as shown at the bottom of Figure 6.
We conducted the experiments both with and without the absorber
foams placed at 1.5 m distance from the radios, corresponding to
non-line-of-sight (NLoS) and line-of-sight (LoS) scenarios (Rayleigh
and Rician fading).

During training, we consider 20 dB SNR to determine the additive
noise variance in the probabilistic model while CFRs are collected
from the experimental setup and changed at every epoch. We incor-
porated OFDM modulation with 1024 subcarriers, where 800 are
data subcarriers, while the rest is left unused as guard bands. ReLu
is used as the activation function in the precoder and postcoder. The
trade-off parameter in Equation 2 is set to f=10"%. During testing
and adaptation, all parameters are frozen, except for the precoding
and postcoding parameters and the binding and unbinding keys.

4.1 Processing Tasks

We tested Semantic Multiplexing with image classification and
sentiment analysis tasks to evaluate the efficacy of Semantic Mul-
tiplexing on different input types (i.e., images vs text) and using
different processing functions (Residual networks vs Transformers).

Image Classification. Consistent with existing work, we consid-
ered CIFAR-10, CIFAR-100, and SVHN. CIFAR-10 and CIFAR-100
contain 50,000 training images and 10,000 testing images each, dis-
tributed evenly among 10 and 100 classes, respectively. SVHN com-
prises 73,257 training images and 26,032 testing images across 10
classes. Data augmentation was consistently applied to the training
set through random horizontal flips, random cropping, and normal-
ization. We used WideResNet DNNs for image classification using
the WRN-28-10, WRN-16-8, and WRN-10-4 learning models [30],
where the first and second numbers in the name indicate the depth
(number of layers) and width (number of kernels) of each model.
Large architectures improve performance at the cost of increasing
computational and memory load. We divided each backbone after
the first ResNet block and deployed the one-block head DNN on
the mobile device (joint processing function f;(w;) in Section 2.2)
and the remaining tail DNN at the edge server (f;(wy)).

Sentiment Analysis. We considered the second task in the long
range arena (LRA) Transformers benchmark on text analysis [24].
We used the IMDD reviews dataset, which contains 50,000 movie
reviews (25,000 for training and 25,000 for testing) for binary senti-
ment classification [17]. For sentiment classification, we used the
Transformer architecture in [19] consisting of 6 attention blocks
with 8 heads each. This architecture presents an additional chal-
lenge with respect to the WideRedNet as the binding and unbinding
processes should be sequentially performed for each of the attention
blocks to enable task multiplexing. We deployed the first attention
layer until the multi-layer perceptron before the unbinding at the
transmitter, while the unbinding for the first block and the remain-
ing attention blocks have been deployed at the receiver.

For both tasks, at the transmitter, the first convolutional layer is
cloned for each of the task inputs as a preliminary disjoint process-
ing to improve the separation in the semantic space enforced by
the binding mechanism. At the receiver, the last linear (classifier)
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layer is duplicated for all the outputs. Each classifier is fed with one
of the unbound values and returns the associated task result.

4.2 Baseline Approaches

We consider four baselines. For their names, we use the conven-
tion ‘MethodName/xy’, where ‘x’ and ‘y’ identify the computation
and communication strategy, respectively, adopted by the method,
which can be multiplexed (letter m) or not (letter s). Notably, Se-
mantic Multiplexing is the first approach in the literature proposing
to multiplex both computation and communication.

Full-Stack SemCom: These approaches use IEEE 802.11 (Wi-Fi)
to transfer latent representations. The latent floating-point features
for each batch of images are converted into their bit representa-
tions and divided into application layer protocol data units (PDUs)
that are encapsulated using transmission control protocol (TCP)
and Wi-Fi data link layer to form physical-layer bits. OFDM with
quadratic phase-shift keying (QPSK) modulation is used for data
transmission. Retransmission mechanisms employed at different
layers of the protocol stack allow these methods to maintain perfor-
mance with different communication channel conditions, at the cost
of increasing end-to-end latency and mobile energy consumption.
We consider the following baselines:

e MNet/ms: We build MIMO-DNN s [19] based on WideResNets.
Then, we applied the algorithm in [14] to divide the DNNs between
the transmitter and the receiver. The first DNN layer is deployed
on the transmitter, while the rest is executed on the receiver.

o BF/ss: We use the approach in [18] for single-input DNNs to
reduce the width of the last convolutional layer in the first WideRes-
Net block (deployed at the transmitter) and other affected layers.
We used 9 and 3 kernels as the reduced width, indicated as BF-9/ss
and BF-3/ss, respectively.

Physical Layer SemCom: In these approaches, the latent sym-
bols are already channel-encoded. They implicitly compensate for
channel impairments regardless of wireless condition and without
relying on retransmissions. We implemented packet detection and
synchronization similarly to Wi-Fi. We consider two baselines:

e MCR2/sm: We follow [5, 6] which use linear precoding and post-
coding blocks similar to those in traditional MIMO communication
systems and update them through an iterative algorithm. The DNN
up to the penultimate layer is executed at the transmitter which
sends only the class probabilities to the receiver. While in [5, 6] a
fixed CSI is used, we made it adaptive to have a fair comparison
with Semantic Multiplexing.

© PhyDNN/ss: We modify and fine-tune an already-trained DNN to
deploy it directly in the PHY layer for single-stream transmissions
following [1]. The approach involves introducing a codebook into
the DNN to produce discrete latent symbols compatible with digi-
tal modulation. We applied this approach to WideResNet models,
generating OFDM symbols at the output of the first layer.

5 Experimental Results

The results in this section correspond to processing a full 64-element
batch. In experiments involving MIMO computation-enabled meth-
ods, the metrics are normalized by the number of multiplexed tasks,
providing average values per input. We will use SM in tables and
figures to indicate our Semantic Multiplexing approach.
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5.1 Task Accuracy

We multiplexed 4 tasks on 8 communication channels for image
classification while 2 tasks were multiplexed on 8 communication
channels for sentiment analysis. This setting allows a fair com-
parison of Semantic Multiplexing with the baselines which do not
provide multiplexing support for more tasks than physical streams.
Note that full-stack baselines achieve identical accuracy in both LoS
and NLoS, as the use of a communication standard guarantees the
exact representation transmitted from the mobile device is received
at the edge server. Thus, their results are channel-independent and
reported only once. In contrast, latent representations in meth-
ods MCR2/sm, PhyDNN/ss, and Semantic Multiplexing are directly
influenced by the wireless environment.

Image Classification. Table 1 presents the classification accuracy
considering the different versions of the WideResNet and using
CIFAR-10, CIFAR-100 and SVHN. The results show that Seman-
tic Multiplexing delivers consistently high performance across all
architectures and conditions. Specifically, it outperforms other ap-
proaches under both LoS and NLoS conditions. The advantage over
MCR2/sm stems from the joint optimization of communication
and computation while MCR2/sm’s linear precoder and postcoder
are separately designed and thus suboptimal. Likewise, the per-
formance gain over PhyDNN/ss is because the latter relies on a
fixed codebook, which cannot adapt to varying channel conditions.
Semantic Multiplexing exhibits remarkable robustness, with the
average performance drop of less than 4% when transitioning from
LoS to NLoS, e.g., from 94.48% to 90.92% using WRN-28-10. This
represents an improvement of 4.61% and 4.16% over MCR2/sm in
the same conditions. Semantic Multiplexing robustness is further
evident in challenging scenarios — even with the smallest architec-
ture (WRN-10-4), Semantic Multiplexing achieves 85.76% accuracy
in NLoS, surpassing the performance of MCR2/sm (85.36%) and
PhyDNN/ss (85.25%) under favorable LoS conditions by 0.40% and
0.51%, respectively. Although full-stack methods achieve the highest
accuracy, they come at the cost of increased latency (see Section 5.3).
In contrast, Semantic Multiplexing attains comparable performance
(93.69% with WRN-16-8) with substantially lower latency.

Sentiment Analysis. Table 2 shows the accuracy in the binary
classification of sentiments using the Transformer architecture for
text processing. The results follow the same trend discussed for
image classification: Semantic Multiplexing is the most effective
approach among the PHY SemCom strategies and achieve accuracy
values comparable to those of full protocol stack baselines.

5.2 Semantic Scalability

Figure 7 reports an extensive scalability evaluation performed using
the image classification task and testing the performance of the
different DNNs on the three considered datasets. In general, the
results demonstrate that Semantic Multiplexing can multiplex more
tasks than the number of physical streams supported by a given
transceiver hardware, without noticeable degradation in individ-
ual task performance. More in detail, by comparing the results in
the first three subplots — obtained considering 4 communication
streams and multiplexing 2, 4, 6 and 8 tasks at a time — we notice that
the performance drop is linked with the difficulty of the task (e.g.,
CIFAR-10 vs CIFAR-100) and the complexity of the DNN used for
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Table 1: Image classification. Experimental evaluation for
different DNNs on CIFAR-10, CIFAR-100 and SVHN.

CIFAR-10 | MNet BF-9 BF3 MCR2 PhyDNN SM
WRN-28-10 -°° ‘ 9474 % 96.88% 96.42% sooe o ar0 % 4T
WRN-16-8 1\?1?:5 93.86 % 95.96 % 95.44% oy 0 o182 % 309
WRN-10-4 I\]I‘ffs‘m.n % 9138% 90.137% by saan e STZOT

CIFAR-100 | MNet BF-9 BF-3 MCR2 PhyDNN SM

74.68 % 75.75% 78.87 %
71.46 % 72.52% 76.62 %

7187 % 72.74% 7513 %
68.14 % 69.30 % 7231 %

NLoS

LoS
NLoS

LoS 60.55% 6143 % 63.58 %
NLos |60-23 % 6908 % 67.38% 5549 5088% 61.14 %

WRN-28-10 LoS ‘79.20 % 81.32 % 80.63 %

‘WRN-16-8 ‘76.84 % 77.58 % 77.12 %

‘WRN-10-4

SVHN | MNet BF-9 BF-3 MCR2 PhyDNN SM

9248 % 94.92% 96.51 %
90.02 % 92.68 % 94.73 %

92.45% 9527 % 96.32%
89.40 % 9297 % 9491 %

91.14 % 92.67 % 93.61 %
89.02 % 90.80 % 92.12%

WRN-28-10 96.88 % 97.11 % 97.08 %

LoS
NLoS

LoS
NLoS

LoS
NLoS

‘WRN-16-8 ‘96.69 % 96.84 % 96.67 %

‘WRN-10-4 ‘94.33 % 94.84 % 94.53 %

Table 2: Sentiment analysis. Experimental evaluation for the
Transformer on LRA.

Transformer| MNet BF-9 BF-3 MCR2 PhyDNN SM

LoS 60.93 % 61.04% 64.02%
NLos  |0439% 66.06% 6581 % 50440 50529 62.83%

processing (e.g., WRN-28-10 vs WRN-10-4). For example, Figure 7a
shows that WRN-28-10 allows multiplexing 8 tasks guaranteeing a
task accuracy of 93.09% which is only 4% less than the one achiev-
able multiplexing 2 tasks (97.01%), while reducing latency by 4x
thanks to semantic multiplexing (8 streams are simultaneously pro-
cesses instead of only 2). The same trend is visible in Figures 7b-c,
with accuracy decrease rates that are dataset- and DNN-specific.
For example, for the more complex CIFAR-100 dataset (Figure 7b),
accuracy drops by about 10% when multiplexing 8 streams (71.19%)
instead of 2 (81.29%) and its values are consistently smaller than
the one achievable with the simpler 10-class datasets.

Finally, in Figure 8, we analyze Semantic Multiplexing scalability
on the sentiment analysis task which uses Transformers (6 layers
and 8 heads). The evaluation have been performed considering 2
communication channels. The results are also promising in this
case, with a accuracy drop of less than 10% when increasing the
number of multiplexed tasks from 2 to 8.

Disjoint Preprocessing. In Table 3, we investigate the impact of
the disjoint processing — applied at the transmitter to the task in-
puts before binding (see Section 2.2) - on the Semantic Multiplexing
scalability. Specifically, we compared the performance of Semantic
Multiplexing on image classification with CIFAR-10 when doubling
the number of kernels in the convolutional layer used for the dis-
joint processing. The results are obtained using 4 communication
channels while multiplexing 6 and 8 tasks and show that increasing
the number of kernels ameliorates performance, especially when
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Figure 7: Image classification. Scalability evaluation with 4 communication channels and Scalability evaluation with 2
varying the number of multiplexed task inputs. ‘WRN-’ is omitted in the legend for the communication channels and

different DNNs for clarity.

increasing the number of tasks to be multiplexed. This confirms
that applying a preprocessing before the binding helps enforcing
orthogonality among the tasks and can be optimized based on the
specific task and hardware constraints.

Table 3: Image classification. Semantic Multiplexing accuracy
on CIFAR10 changing the number of kernels in the disjoint
processing for 6 and 8 multiplexed tasks.

1Xx Kernels 2x Kernels
Tasks = 6 Tasks = 8| Tasks = 6 Tasks =8

WRN-28-10| 9432% 96.21% | 93.09% 95.82 %
WRN-16-8 | 92.85% 93.93% | 90.74% 91.82%
WRN-10-4 | 84.57% 8848% | 79.25% 80.52%

5.3 Resource Efficiency

We evaluated Semantic Multiplexing against the other baselines on
the CIFAR-10 dataset for the computational analysis. We considered
8 communication channels and multiplexed 4 task inputs for this
evaluation. We obtain the following figures of merit to evaluate the
complexity (i) end-to-end execution time; (ii) energy consumption
at the mobile device; (iii) total number of transmitted symbols from
the mobile device to the edge server (communication efficiency);
(iv) total number of DNN parameters and operations performed
by the mobile device (computation efficiency). For latency and
energy measurements, evaluations were performed over 100 full
executions (epochs) of the test set. To obtain reliable estimates of
energy consumption, instantaneous power readings were sampled
more than 1,000 times during data acquisition and averaged.

End-to-End Latency. The end-to-end latency accounts for (i) com-
putation time on the mobile device (head DNN); (ii) communication
latency of sending latent representations; (iii) inference time on the
edge server (tail DNN). Figure 9a, 9b, and 9c report the breakdown
of latency results for WRN-28-10, WRN-16-8, and WRN-10-4 archi-
tectures, respectively, under LoS and NLoS scenarios. For methods
employing superposition and precoding at the mobile device, and
postcoding and decomposition at the edge server, the latency over-
head of these modules is included in the reported inference times.
Across all settings, Semantic Multiplexing consistently shows lower
latency compared to all baselines.

Communication latency is the primary bottleneck for full pro-
tocol stack approaches especially in NLoS scenarios, where fre-
quent retransmissions further increase delay. By transmitting task-
relevant features directly at the PHY, Semantic Multiplexing avoids
such overhead. For instance, MNet/ms incurs up to 930x higher com-
munication latency than Semantic Multiplexing in NLoS. Although

varying the number of tasks.
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Figure 9: Breakdown of end- ergy consumption.

to-end latency.

PhyDNN/ss also operates at the PHY and maintains consistent
latency across channel conditions, its single-stream transmission
limits efficiency. With Semantic Multiplexing, we achieve a 32X
reduction in average latency with respect to PhyDNN/ss, since it
can transmit semantic features in parallel across multiple streams.

Beyond communication efficiency, Semantic Multiplexing also
achieves a notable reduction in computation latency compared to
PHY baselines. Unlike MCR2/sm and PhyDNN/ss, Semantic Multi-
plexing supports multi-task semantic processing, lowering compu-
tation latency by up to 11.3X and 5.0X, respectively.

Overall, averaged across all backbones and channel conditions,
Semantic Multiplexing reduces the total latency by 4.46x over
MNet/ms, 4.55X over BF-9/ss, 3.82X over BF-3/ss, 8.53X over MCR2/
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Figure 11: Communication load comparison. The plots show the total number of transmitted
I/Q symbols (payload and overhead combined) for different DNNs.

sm, and 4.09x over PhyDNN/ss. These latency gains directly trans-
late into higher effective end-to-end throughput. Considering that
each input image is 24,576 bits, Semantic Multiplexing sustains
0.88-4.37 Mbps across the three backbones, corresponding on aver-
age to 4.46X%, 4.55X, 3.82X, 8.53%, and 4.09X higher throughput than
MNet/ms, BF-9/ss, BF-3/ss, MCR2/sm, and PhyDNN/ss, respectively.
Note that here throughput is not the conventional communication
throughput, but the application-level rate at which input bits are
processed end-to-end per second.

Energy Consumption. We evaluate (i) the energy consumption
during transmitter-side DNN execution; and (ii) the energy con-
sumed to communicate the latent. As illustrated in Figure 10a, 10b,
and 10c, the overall energy footprint varies significantly with the
DNN size and the communication environment. Full-stack base-
lines incur high communication energy, especially in NLoS, while
MCR2/sm shows high computation energy due to its costly pro-
cessing on the mobile device. In contrast, Semantic Multiplexing
maintains a consistently low energy profile across all architec-
tures. It achieves up to 187.51X lower communication energy than
full-stack methods on average with WRN-10-4, and reduces com-
putation energy by 33.97X compared to task-oriented SemCom
approaches on average with WRN-28-10. Even in the most demand-
ing case (WRN-28-10 under NLoS), Semantic Multiplexing remains
significantly more efficient, with a total energy usage well below
all baselines (11.36X lower than MNet/ms which is the second best
method). This efficiency stems from Semantic Multiplexing’s strate-
gic computation distribution, where only the first layer and the
lightweight precoding are executed on the mobile device, while the
energy-intensive deeper layers are offloaded to the edge server. Fur-
thermore, its efficiency gain arises from task multiplexing, which
reduces the average energy consumption per input.

Communication and Computation Efficiency. The total num-
ber of transmitted I/Q symbols—including both payload and pro-
tocol overhead, measured for various approaches under both LoS
and NLoS conditions, is depicted in Figures 11a-11c. Full protocol
stack baselines exhibit the highest communication overhead, while
Semantic Multiplexing maintains a near-constant transmission vol-
ume of just 1.3 x10° symbols regardless of the environment by
bypassing all the overhead introduced by the different layers of the
stack. On average, Semantic Multiplexing reduces the number of
transmitted symbols by 54.24x compared to MNet/ms, 16.73X com-
pared to BF-9/ss, and 5.56x compared to BF-3/ss across LoS/NLoS
scenarios and models. Table 4 reports the number of parameters
and floating-point operations (FLOPs) required to execute the head

TX Symbols

Table 4: Memory and computa-

tional load on the mobile device.

|MNet BF MCR2 PhyDNN SM

WRN-28-10
Params| 100 719 36474 1642 216
FLOPs | 47 875 5399 1830 92

S WRN-16-8

LoS NLos <

Approaches Params| 66 328 10957 464 67
FLOPs | 27 389 1612 53 40

(c) WRN-10-4. WRN-10-4
Params 5 15 1795 48 5
FLOPs 3 28 275 65 7

DNNs s across all evaluated methods and WideResNet architectures.
While MCR2/sm exhibits the highest computational load at the
transmitter—reaching over 36 MB and 5.3 billion MACs in WRN-
28-10—other full-stack baselines also impose non-trivial memory
and compute overhead. Semantic Multiplexing guarantees high
task performance (as shown in Table 1) with a substantially lower
computational and memory footprint. For instance, in WRN-10-4,
it requires 5 KB of memory and 6.6 MMac, which is significantly
lower than all baselines. Even in deeper architectures like WRN-28-
10, Semantic Multiplexing keeps its computation below 100 MMac
and memory footprint under 0.5 MB.

Adaptation to Dynamic Channels. We simulated a dynamic
wireless channel by changing the positions of the transmitter and
receiver every 100 inference steps, resulting in new CSI realizations.
Classification accuracy on CIFAR-10 using WRN-28-10 is recorded
continuously to assess each method’s ability to maintain task per-
formance under these variations. As shown in Figure 12, Semantic
Multiplexing maintains consistently high accuracy throughout the
adaptation sequence, while MCR2/sm exhibits frequent and severe
drops in performance. This discrepancy stems from the fact that
MCR2/sm depends on an iterative precoding algorithm that solves
an optimization problem for each new CSI snapshot. This approach
introduces instability, especially when the channel varies quickly,
and leads to significant task performance degradation. In contrast,
Semantic Multiplexing employs a stochastic, learnable precoder to
handle dynamic channel conditions. By incorporating randomness
into its design, the precoder compensates for channel distortions
and enables generalization across diverse environments, ensuring
stable performance without runtime overhead. Quantitatively, Se-
mantic Multiplexing achieves an average classification accuracy of
92.56% over 500 adaptation steps, with a minimum of 91.55% and a
maximum of 93.33%. In contrast, MCR2/sm accuracy is on average
only 85.88%, with drops down to 80.33%. Figure 12 also reports the
results of an ablation study where we assessed Semantic Multiplex-
ing performance when removing the semantic pilots. The results
show that, while Semantic Multiplexing outperforms MCR2/sm
even without pilots (with an accuracy of 86.8%), the adaptation
enabled by pilots allows increasing accuracy by about 5.76%.

6 Related Work

Early SemCom systems targeted exact message or semantic recon-
struction, while later work adopted task losses for task-oriented
communication [23, 29]. Jankowski et al. [12] proposed a joint
source and channel coding (JSCC) approach based on an autoen-
coder with a differentiable wireless channel for image retrieval,
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Figure 12: Comparison between Semantic Multiplexing and
MCR2/sm in inference-time adaptation to varying channels.

while [1] directly maps discrete latent symbols to waveforms and
fine-tunes the model against channel distortions. However, the
latter is limited to single-input single-output (SISO). While MIMO-
based approaches have been explored in [27, 28, 31], they primarily
optimize throughput, mean-square error (MSE), and bit error rate
(BER), which may not align with task performance [26]. Cai et al.
[5, 6] instead use maximal coding rate reduction to optimize MIMO
precoding and postcoding, but still optimize communication and
computation separately. Consequently, existing methods neither
achieve joint end-to-end optimization nor support multiplexing
more computing tasks than available physical channels.

7 Conclusions and Next Steps

We have proposed Semantic Multiplexing, a new strategy for jointly
processing and transmitting multiple tasks at the semantic layer. Se-
mantic Multiplexing jointly optimizes communication and compu-
tation through a task-oriented probabilistic model, channel-aware
precoding/postcoding and semantic channel sounding for adap-
tation to varying wireless conditions. We prototyped Semantic
Multiplexing on an experimental testbed and evaluated it on im-
age classification and sentiment analysis. Results have shown that
Semantic Multiplexing outperforms state-of-the-art SemCom ap-
proaches and can multiplex more tasks than available physical
streams. This opens new questions on the fundamental tradeoffs
and limits of semantic multiplexing, including the maximum num-
ber of tasks that can be supported under given system constraints.
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